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Abstract

In this paper we argue that many undertakings in the areas of digital libraries are somewhat conservative. Although all of them make use of new storage and search technologies, they rarely exploit the real power of the net, more specifically the power of many users able to contribute and to access documents. In this paper we contrast classical approaches to digital libraries with alternatives that provide a range of new functionalities. We also briefly report on our own experiences.

The classical digital library 

In the typical digital library a corpus of material that was earlier available on paper or on other classical media (like photo or film) is made available in digital form, usually on some server  in a local- or wide area computer network. 

The common argument for creating a digital library is that it can be made available at a small cost to a large number of users by providing access through networks such as the WWW, that searching in such digital libraries is much simpler than in information stored on traditional media and that media going beyond text and pictures can easily be integrated.

On the one hand, there are many good uses of such "classical" digital libraries; on the other hand, there are a number of problem areas that have only been solved partially, so far, thus making classical digital libraries an interesting research topic. It is worth- while to list a few of the problem areas in the next section to be able to contrast them with the additional difficulties arising when more functionality is added to digital libraries as will be suggested in the third and main part of this paper.

Some problems encountered when building classical digital libraries

The most obvious item to put into digital libraries are books and journals that will predominantly consist of text, with a modest amount of pictures. 

A surprising number of complications occur. Just consider that old material is usually not available in electronic form. To scan it in as pixel image is possible, yet not a desirable solution for a number of reasons, the most important of all is that this renders full- text searching impossible. Hence a number of alternatives have to be considered: one can e.g. scan the material and then use OCR techniques to extract the text. However, no recognition software works with 100% accuracy: thus, one either has to live with a certain percentage of errors, or else one carries out manual corrections, or else one uses the text obtained for full text searching but actually displays the scanned images, etc.  None of those variants is perfect and other techniques also exist. One brute- force technique is e.g. to get material re-typed in low labor- cost countries (usually by two persons, the computer pointing out places where the two typed manuscripts don't match to catch typing errors).

Having material in textual form is just the beginning: elaborate techniques for full-text searching are necessary to makes search results useful. Research in search engines is booming. For example, grammatical issues such as stemming, fill-words, synonyms or even semantic dependencies have to be taken into account to make sure that searches produce not too many results, yet "all" relevant ones. Indeed, it has been more and more recognized that metadata associated with the texts is essential for good retrieval results: if digital material is to be interchanged, some metadata standards have to be adopted (like Dublin Core [12] as prime example); also, the metadata has to be generated. While this is often only possible to do this manually it would be better to try to extract the metadata at least partially from the corpus of  the material at issue. This is a formidable complex task, where only partial successes have been reported.

Searching in sound, picture or film documents, even when they are available in electronic form poses tremendous problems [7], and is currently handled mostly using manually created metadata. Yet some metadata can be generated automatically (like color distribution in pictures to mention one example). Also, content- oriented search techniques for multimedia- material are slowly emerging. However, good algorithms to find, in a huge database of pictures one painted by "Portinari with a boy with a green shoe" are still not available, and much research remains to be done.

Despite the growing capacity of storage devices data-compression remains a big issue, primarily for films, audio and pictorial material. To a lesser degree this is also true of textual material. Compression techniques bring with them their own problems: how can one do full text searching in a text that is compressed with sophisticated methods (doable, but tricky) [8], how can one avoid in a lossy compression of an X-ray image to loose clinically important information [9]?

One of the big problems is of course the whole aspect of copy right and intellectual property rights. And even if they are settled, how does one avoid illegal copying? A variety of techniques (like watermarking) are available, yet much still remains to be done. 

To add to the complications, there are not only different formats (is it clear that an MPEG1 movie can still be viewed in 50 years time?), even the data storage devices to not guarantee long term stability: while acid-free paper has shown to be usable over periods of hundreds of years magnetic or optical storage devices (if the right models still exist in 100 years!) are likely to have lost their data by then [10].

Finally, it is unreasonable to assume that all material in a digital library should be free. Thus, a variety of charging mechanisms have been investigated. However, even the crucial issue whether "micro- payments" (based on the amount of data retrieved) or "bundling" (subscriptions for a large amount of material) is better is still a contentious issues, although economy theory seems to prove conclusively that bundling should be preferred. It seems, that this fact is not as widely know as it should be, hence let us try to explain the point with one (over- simplified) example:

Suppose we have 5 digital journals j(t) and  5 persons p(t),  t varying from 1 to 5. Let us assume that person p(t) is sufficiently interested in the journal j(t), so that the person is willing to pay $80.- for it, but is only moderately interested in the other journals to the extent of buying them only if they don't cost more than $20.- each.  The question for the publisher is now: what price policy should be used?

There is the "high price policy" , where the publisher charges $80.- for each journal. In this case each person will only buy the favorite journal, i.e. the return to the publisher would be 5 times $ 80.- i.e. $400.-

There is the "low price policy", where the publisher charges only $20.- for each journal. In this case each persons will buy all 5 journals, creating a total return of $ 500.-

However, both policies are wrong. The correct one is the "bundling policy", where the publisher charges $160.- for the bundle of 5 journals. Note that now each person will buy the bundle: after all, each persons is willing to pay $ 80.- for the favorite journal and $20.- each for the other 4 journals. Hence total return for the publisher is 5 times $160.-, i.e. $800.-

This trivial example illustrates an economic principle that essentially says: each product has a fixed cost, and a cost per customer. If the cost per additional customer is small (as is very much the case for electronic publishing) then bundling is the commercially most interesting alternative.

Above is just a short list of some of the problems facing digital libraries. Yet it is the author's belief that while we are tackling them we should also look a bit more into the future and make better use of the fact that digital libraries are using large servers that are accessible via PC's using some kind of network. The next section, considered the main one in this paper, tries to show how much more digital libraries could offer beyond their "classical" applications.

Beyond classical digital libraries

It has been made clear above that the typical "classical" digital library contains a mixture of text-only and multimedia documents. The material is available to users with their PC's via some suitable network with the help of suitable navigational features and search functions.

As useful as such digital libraries may be, they do not exploit the facilities that are available in a networked computer system. We will not try to give a complete overview of all possibilities but rather present four broad areas in this section to show the range of possibilities. The main idea behind most of the features to be mentioned is that a digital library is perused by many persons that form a kind of community, and hence can and should be allowed to work together with each other and with the material in a variety of ways.

(a) Annotations are essential.

Readers should be able to add notes to electronic documents (including substantial attachments or links to other relevant places) at every point, much as some persons tend to highlight areas of text they read, or much as some tend to scribble notes in the margins of a book. There is one essential difference: in an electronic document the visibility of notes can be controlled by the author of the annotation, by the user, or by the administrator. To be specific, a user may write a note or create a link that is only visible to that user ("private annotation"), the author of the note may define a group of persons that can see the note ("group annotation"), or (administrator permitting) the note can even be public. Conversely, users or the administrator may decide to make notes invisible, but they could also decide to make a note to a note, thus allowing spontaneous discussion to erupt at any point in the library.

This does suggest that a digital library should be supplemented also by facilities like chats, by discussion forums and by "joint workspaces". It is worth mentioning that the first large system systematically supporting annotations (including links) was Hyperwave [14], see also [2]. This feature is used successfully in many intranet applications and is e.g. also used in a scientific journal [3] and a large cultural archive [4]. Note that in that journal J.UCS [3] the body of a paper once published cannot be tampered with. However, both author and users may add comments or corrections or "links to the future". The last phrase was coined to describe the following situation: a contribution x written at some stage may become obsolete due to a new result y  published later. In this case a link can be added to the older paper x to point to y to help readers, thus providing a "link to the future".  Note that this small idea, if carried out systematically in digital libraries could revolutionize our research. Nowadays, when we look for the solution of a problem and we find some relevant literature we are never sure whether newer and more sophisticated versions already have been developed: this causes duplication, frustration and anxiety. With "links to the future", when added systematically, this could be completely avoided.

(b) The system should help to generate cross- references including "links to the future".

In a digital library, when there is a reference [x] to a document x in a document y, and x is a contribution in the digital library, surely the system should and can automatically create a link from the point of reference in y to x. Indeed, since y must have been written after x (or else it could not refer to it!) the system could and should automatically create an annotation and link in x pointing to y, thus automatically creating a "link to the future" in the sense just mentioned previously.

Surely a good digital library system should also try to create other links to related topics automatically, and potentially even display them graphically in the form of an information landscape. Techniques for doing this are tricky (and metadata is a big help) but have been applied successfully, e.g. in [5], where 96.000 information landscapes have been generated automatically with very good results so that [5] was actually awarded a major price for this feature at the Frankfurt Book Fair in the fall of 2000.

(c) Users should be able to work with the material, not just read it.

This is really an extension of (a) and (b) and along the lines of Ted Nelson's "old" proposal to implement "transclusion" [11]: when working with documents in digital libraries users should be able to create their own and include into them parts of other documents WITHOUT physically copying them. Technically speaking, links in WWW resemble "goto's" in programming languages:  they lead to some point but there is no simple way to get back to point of origin of the link. What one needs is something analogous to a "procedure call" in programming, where a section of code is included, but then the task is continued at the point of invocation. 

Working with documents does not stop here. When multiple users work with documents at different times a sophisticated system of version control is desirable, something the author has not seen yet in any digital library in a satisfactory form. The main reason is probably the point of view taken of digital libraries that is too close to traditional ones. Contrary to e.g. paper libraries, digital libraries can and should allow the assembly of new "views", of new documents based on existing ones (without violation of IPR's, hence the emphasis on transclusion rather than copying).

(d) Documents should be "active documents".

The vision of "active documents" as explained  in [6] is this: if a user sees an arbitrary document on the screen, the user can ask any question: and the system automatically provides the correct answer! Although this sounds like science fiction at best, and more likely just like gibberish, a good approximation can and has indeed been implemented in Hyperwave.

The basic idea is this: a document in a large intranet or on the internet is viewed by hundreds of thousands of persons. When it is put up, with the facility to ask (type) any questions, experts can be employed around the clock to answer such questions immediately. Both questions and answers are recorded. Experimental evidence shows that no new questions (just may be old questions in a new form) are asked after some 500 - 1000 viewers. Thus, if a document is viewed within, say, a year by 200.000 users, experts to answer questions are only required for a short time (until the first 1000 persons have visited the document).  After this, all other 199.000 users get their answer from the system, if only the system can tell whether two similarly looking questions are indeed semantically identical. To determine this, a number of techniques have been developed (see [6]). In case of doubt, the system will reply: "This is a very good question. You will get the answer by email as soon as possible" and the question is passed to an expert who will answer this (rare) new question at some stage, at the same time increasing the database of questions with answers. In our example, only 0.5% of users get their questions answered by experts, the remaining 99.5% receive the answer instantaneously from the system, a good approximation to the vision mentioned, indeed!

Summary of own experiences

We have been involved in the electronic publishing of proceedings of conferences, have been running an electronic journal J.UCS (the Journal of Universal Computer Science) for 7 years (and hence are probably pioneers in this field), have built up a multimedia library of Austrian culture  [4], have experimented widely with eLearning based on digital background libraries [13], have developed a number of company- internal document repositories and large eLearning projects. We also have published a number of large encyclopedias with new functionalities on CD's , with the largest German one Brockhaus the outstanding one, and have provided the multimedia and eCommerce infrastructure for projects of the New Zealand National Library and the largest museum in New Zealand, De Papa Tongarewa in Wellington.

Our remarks above are clearly based on a mixture of observing other undertakings and our own experiences with annotations, protection against pirate copying, with active documents and charging mechanisms and the value of digital libraries in the context of eLearning. It is probably worth- while to summarize some of the highlights:

The experience with annotations has been interesting: private or group annotations are highly appreciated, and users react favorably to them after a certain learning process that must not be underestimated. However, annotations made available to the public are another matter: neither in [3] nor [4] have we been able to allow annotations without some kind of mild censorship. However, the manual interventions required for this mean that annotations are not immediately visible: this loss of immediacy has had a very dampening effect on the use of annotations.

There is no doubt  that digital libraries will have to be one if not THE substantial ingredient for eLearning. We have experimental evidence showing that nice, flashy courseware that is not supplemented by digital libraries and good collaborative features fails where much simpler courseware supported by the components mentioned is well accepted. It is also interesting that the active document concept has been particularly successful in eLearning Intranet environments.

Attempts to charge "per view" or such have failed where we have tried them. However, the material available to us was not sufficient to allow the bundling as described. However, a variant proved useful: we would offer either subscriptions to materials to intranets (typically on a domain / IP address basis) or to individuals on a username/ password basis. To avoid the unwanted spread of username/ password  we are using a subscription mechanism that allows persons to view each document they have subscribed to only an average of three times. This is enough for all practical purposes, yet does not allow someone to spread to friends the password at issue. We found that this simple trick works well.

We have not found a good way to protect CD's against copying, except when you demand that the user has the original CD in the CD drive while using it. This approach, unfortunately cumbersome for users does indeed allow a high level of protection using specialized software: copies of originals will not work in this case.

To protect material on the Web against unwanted copying we introduced watermarking at the NZ National Library already in 1994.  Watermarks are generated on the fly depending from where a user logs in. Users can purchase pictures for private or commercial use without watermarks.

Conclusion

It is clear that digital libraries will play an important role in our information society, or as we would prefer to call it, knowledge society. All attempts to foster the growth of digital libraries should hence be encouraged. To make them as powerful as they can be, interchange standards for documents and metadata have to be firmed up. Also, and this is the intended message of this paper, digital libraries should not just be seen as static information repositories but as growing, interactively, and collaboratively used nucleus of what will be, at some stage, a good part of human knowledge that depends as much on information as on communication. A number of features mentioned in this direction in this paper have been successfully tried out and are in practical use.
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