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Abstract


In this paper we show that the original concept of WWW is not sufficient to meet today’s needs. We discuss some of the necessary extensions based on the novel server technology Hyperwave. We then mention some important Web applications that are only starting to receive the attention they deserve.








1. The need for more powerful Web-technology


It is well-known that WWW was introduced at CERN in the early nineties, see e.g. [1]. Since Internet and Web-technologies are developing at break-neck speed (some say the Web is like a dog: one year is equivalent to seven years in the life of a person) some of the original concepts of the WWW are now quite dated. The situation is exacerbated by the fact that WWW was designed with a specific aim in mind: basically, to make a growing (but not changing) body of mainly textual material (research papers in physics) available to a wide-spread community; in contrast, most Web-applications today involve large amounts of dynamically changing multimedia data including a high level of interactivity. Thus, it is not surprising that “pure” WWW systems need “tons of” additional progrmaming (scripting) to make them useful for today’s applications; alternatively, other approaches like more powerful Web-technology, such as Hyperwave (see [8], [5], [6] or  http://www.hyperwave.com), or the combination of external databases and WWW front-ends, are necessary. Indeed, it can be stated that no large Web-site today is a true WWW server in the original sense, but has to be a “souped up” version, or else both usage and administration would be too cumbersome. The main reason for this is that the original WWW is insufficient in a number of important aspects, such as navigational possibilities (i.e. it does not satisfy basic properties needed in a powerful information retrieval system), level of interactivity (i.e. more than just forms are needed), level of administrative support, security and billing procedures, and much more. Within this paper, we will dedicate sections 2,3, and 4 to navigation, interactivity, and administrative aspects, respectively; we refer to the large body of literature (e.g. [3]) for a host of other issues; we present some notes on applications in section 5.





Although it will become clear from the following discussion that many of the concepts in original WWW are not sufficiently rich and will have to evolve accordingly (as has already happened in systems such as Hyperwave) it must also be said quite clearly that it is the very simplicity of WWW that has made its tremendous appeal possible. More sophisticated systems that have emerged in the meantime, such as Hyperwave, or will emerge in the future, would not have had the slightest chance to spread as widely as simple WWW. This is not a new phenomenon: computer programming without simple programming languages like Basic could never have penetrated schools and other areas to the extent that happened; yet nobody today would consider a major software development using Basic. Thus, WWW was a necessary step in the evolution of the Web, and from the point of view of penetration maybe the most crucial one; yet, clearly, further steps have been and still will have to be taken to make the Web truly powerful and useful. 





2. Finding information on Web servers


It is illuminating to look at the history of information systems and databases and the techniques that are used to locate information in such repositories. Doing so makes it crystal clear that the original WWW concept of just accessing information by following links is not sufficient for large amounts of information. Note that we are talking for the time being about locating information on one system (e.g. on one server) before we come to the even more difficult (and crucial) matter of finding information that is scattered in the Web over hundreds of thousands of servers!





In storing/locating information in information systems one can distinguish four major paradigms: text-searching, structuring, attribute-searching (relational approach) and access by navigation using links. In a nutshell, the four paradigms can be explained loosely as follows:


(i) Text-searching


Throw all information (textual, or other combined with text) into a big pot; stir well. To retrieve information use a powerful full-text search engine, such as Fulcrum or Verity.


(ii) Structuring


Store your information hierarchically, much as in a directory structure, and access it by stepping through the structure.


(iii) Attribute-searching


Associate with each document some “attributes” (meta-information), or use a relational database. Locate information by using a combination of attribute-value pairs, as is typically done in SQL or other relational query languages.


(iv) Access through links


Link information together and locate information by following the links. This “hypertext” paradigm, first popularised by the pioneer Ted Nelson over twenty years ago, is the only access mechanism in pure WWW.





Reality has shown that none of the approaches works well in all circumstances. Full-text searching has its limitations (that can be reduced, but not eliminated, using thesauri, synonym-dictionaries, semantic networks, stemming algorithms, etc.). Nevertheless, some large repositiories use, and successfully use, this approach.





Hierarchical structures are very limiting: they impose one particular “view” on the information universe: if this view happens to be the same as the user’s view, the approach usually works well, but it does not in general. Also, there is the problem of multiple classification: should, e.g. an item involving biological and medical aspects, be classified under biology or medicine?





The relational approach, or more specifically the idea of using meta-data for searching purposes, is promising, provided that meta-data are assigned to documents in a systematic fashion that is transparent to users. The (stronger) relational approach suffers from inflexibility when extensions are necessary at some stage.





Accessing information using links only is convenient for small amounts of data, but leads to the well-known “lost in hyperspace” syndrome once the information involves more than a few hundred documents.





Purists have been trying to perusade us that an optimal solution for all applications exists. We should not listen to them: modern information systems (and hence Web servers) have to provide all of (i) -(iv) tightly integrated, so that the proper mix can be selected depending on the application. In the same way as there is no best sweater for a trip (since the choice for visiting the Amazon river vs. Antarctica will be different) none of (i) -(iv), and not even a fixed mix, will be the best solution. The mix will have to depend on the application. What is essential is that Web-servers have to permit the use of whatever is the best mix for a particular situation, rather than forcing a straight-jacket on the user.





Hyperwave, a Web server technology mentioned earlier, is the first system that provides a seamless integration of (i)-(iv): it combines a powerful full-text search mechanism (e.g. Verity) with generalised hierarchical structures (more than one structure and multiple classifications are permitted) with a powerful attribute-search (by allowing the introduction of arbitrary meta-data), and provides WWW-type links that have a number of important advantages over ordinary links: they are treated as objects with attributes, are bi-directional, and their anchors are not embedded in the documents, providing much flexibility as explained in e.g. [4], [9], or [11].





It is encouraging to see that aspects (i) -(iv) are taken more and more serious in modern Web developments. It is particularly the importance of meta-data that is being more and more recognised: the original meta-tags in HTML are now made more concrete through the Dublin Core proposal; the PICS standard (introduced for rating purposes) is a move in the right direction; and new developments like XML also emphasise meta-data. For further aspects of this and references, see [10]. Not that a single set of meta-data is usually associated with a document or group of documents, although it would be useful to have more than one set of meta-data (e.g. user specific) available!





We have so far only addressed the location of information on a single server. For finding information on a number of servers (e.g. in an Intranet), or all servers on the Internet, search engines like AltaVista, Yahoo, Lycos, are normally used, although the concept of distributed servers (physically dislocated servers acting as if they were one server) might also be a solution (at least for Intranets) and is, indeed, supported by Hyperwave.





The discussion of search engines and data-mining is beyond the scope of this paper. But it is important to understand that high-quality automated data-mining will depend on the quality of meta-data available: a good part of the difficulty of finding information on the Web today comes from information overkill (too many search results) due to the lack of sufficient meta-data.


3. The quest for more interactivity


Information systems that only offer retrieval functionality are much less attractive than systems that also provide a range of interactive possibilities. Although the filling out of forms (for the submission of queries, or for transactional purposes) and the sending of email to designated persons have been possible in WWW for some time, the level of interactivity is still fairly low. One reason for this is that pure WWW with its HTTP protocol allows servers only to answer client requests, but does not allow servers to actively send information to the client. Hence, fairly complex work-arounds for activities such as chats, playing a game with other persons, updating information not when requested, but when there is a server-side change, are necessary.





It can only be hoped that standardised, more powerful connection-oriented protocols will soon be available to ease the implementation of a variety of interactive tasks. 





However, there is one other type of interactivity that is just as or even more important: customisation. In fact, there are two types of customisation: system pre-defined and user-defined:


(i) System pre-defined customisation


Web servers should provide information for various profiles. A user known to prefer, e.g. (because of a one-time registration) English over German, should get information as much as possible in English, from the user interface to actual data. A test may determine available bandwidth, user’s learning style (verbal, symbolic or visual), user’s knowledge level, etc., etc.: in each case the system should automatically react to those parameters.


(ii) User defined customisation


Users should be able to add notes to any Web page. As they do so, they should have the possibility to indicate who can see the notes: just they themselves (“private note”), a particular user group, or (if the system administrator allows this) the general public. Using such an “annotation mechanism” material can be either individualised, or can form the basis of an asynchronous discussion amongst a group of persons (after all, notes can be added to notes, etc.). In a similar fashion, users should be able to create links from any Web page to any other Web page, even if they do not own either of the pages. Like notes, such links should be definable as private, or for a particular user group.





When users annotate and link materials together it creates for them the impression of a personal information space they can identify with. Note the complementarity of bookmarks as supported by standard browsers and links or notes that can be edited by users. First, links and notes reside on a server, i.e. are independent of which client and where it is used; second, links and notes are visible as such (for authorised persons) when the page containing them is accessed. In contrast, bookmarks reside on a local hard disk like standard browsers do: they allow direct access to previously selected pages, but do not remind persons, when accessing a page, that other related information considered of interest is also available.





All of the customisation features mentioned above are available in Hyperwave. Indeed, more is true: users can also define their own pseudo-hierarchical views of the information space. In a way, this is a powerful extension of standard bookmark facilities.





Web servers that do not allow user-defined customisation are like libraries which one can use, but where books and shelves cannot be rearranged, no notes can be added to the books, etc. User-defined customisation frees users from this kind of tyranny: they can rearrange information items according to their views and priorities. Once the implications of this are fully realised, any other way of using the Web will seem archaic, to say the least.





In passing, observe that the seamless integration of aspects (i)-(iv)  in section 2 also means that, e.g. full-text searching can be restricted to a particular part of any previously defined pseudo-hierarchical structure. Thus, the individualization of structures as pointed out above also individualizes searching! Even better, in Hyperwave searches can be carried out in such predefined regions at predefined times without user intervention: the user is automatically informed of search results by email, further increasing the interactivity and user-oriented behaviour of the Web server.





4. The quest for automatic data maintenance


In ordinary WWW servers, and this is why they are just plain useless for large amounts of data, most administrative chores have to be done manually. It must be a major goal to leave administration as much as possible to the system. To be specific, consider a number of of examples as they occur on ordinary WWW servers:





To get rid of obsolete data someone has to browse the whole database and manually delete entries;


To delete a document, all documents pointing to it (often close to impossible to find) also have to be re-edited to deactivate the relevant links in them; 


To make sure that a document becomes accessible at a certain time and date someone has to insert (open) it manually at exactly that moment in time;


To insert a new document, e.g. about a new product, not only has the document to be inserted, the alphabetic list of documents has to be updated, a link to the document and links from, and to, the document from alphabetically preceeding/following items have to be edited manually;


To make sure that certain information modules are available for certain user profiles in some specific order the modules have to be multiply copied and linked manually.





Note that (i) - (v) are just some of the typical tasks that are necessary to maintain a consistent Web site, be it in Internet, Intranet or Extranet environments. All of (i)-(v) are time-consuming processes, error prone, and some (such as (ii)) almost impossible to do systematically . This is the main reason for the chaos on the Web, for obsolete data and for broken links (“Error 404: Object not found”).





Modern Web servers have to automate actions such as (i) - (v), and Hyperwave does so. Documents in  Hyperwave have an expiration date and an opening date; further, if a document is deleted all links in documents pointing to it are deactivated by the system. This completely automates (i) - (iii). By defining a “Sequence sorted alphabetically” all functions described in (iv) are done automatically by Hyperwave; and using links with attributes or different pseudo-hierarchies, the features in (v) can be done without module replication.





Summarising, sections 2-4 of this paper have tried to show just a few aspects where simple WWW lacks power, and how this power can be and has been added to some servers in the meantime. The points mentioned are just the tip of an iceberg. We refer the interested reader to the extensive literature on Hyperwave and the book [3].





5. Notes on some applications


The amount of information on the Web is truly amazing in many respects: it is of gigantic breadth (hardly a topic one cannot find) and depth (huge collections of databases), it is chaotic (information is hard to find), often frustrating (slow, and information obsolete or unreliable), etc. A survey of what is available on the Web is by now hardly possible. Thus, we restrict this section to a few anecdotal remarks.





It is often claimed that the number one information retrieved from the net is of erotic nature. Such claims have led to much controversy, demands for censorships, etc. However, two points have to be made in this context. First, we may ask why there is so much concern about sex on the Web. Does this not show strange priorities? Sex is, after all, not illegal; explicit pictures of sex are; on the other hand, killing people is definitely illegal; explicit movies showing the brutal slaying of people are not. We feel that anyone too concerned about pornography on the Web should start by first trying to explain this strange contradiction! Second, a number of large samples seem to indicate that the number one issue on the Web is not sex, but medicine! Indeed, the amount of medical information on the Web is so large that the number of specialised servers helping to find good medical Web sites is continuously increasing. One of the best examples of such a “meta-server” is the one provided by the US Food and Drug Authority (http://www.fda.gov).





Other subject areas, particularly tourism, are also booming on the Web. Maybe one of the most significant areas, with already thousands of (so far disappointing) experiments, is WBT (Web Based Training).





The idea of using computers to support teaching, learning and training is over 35 years old. Much money and huge efforts have been invested in such attempts over the years, in general with, at most, moderate success. The reasons for this have been analysed in [7] and will not be repeated here. The main point is: technology has reached a point where successful WBT for life-long, distance, on-demand and other learning and training situations is becoming a reality [2]. The main issue to understand in this context is, however, that WBT will only work if modern Web server technology and a host of interactive features are employed.





It is not enough to put a nice multimedia presentation with some test-questions on the Web. Rather, at least the following issues have to be addressed satisfactorily:





The material must be customisable to individual learning styles.


The material must be customisable to the knowledge of learners.


Material must come with a rich background library to assist learners and to provide more information where desired.


Learners must be able to add notes and links for themselves, other students, or tutors.


Asynchronous and synchronous discussions must be supported.


Learners must be able to ask tutors questions electronically.


Question/Answer dialogues as described in (vi) must be available for other students, i.e. if a student asks a question that was asked before, no tutor intervention is necessary, but the system presents the answer given previously.


The question/answer dialogues should be used as feedback for the improvement of courseware.


All types of media (text, sound, speech, graphics, pictures, video-clips) must be supported.


In spite of using high-tech, the style must remain personal: courseware author and tutors should introduce themselves using video-clips, the question/answer dialogues should be friendly, etc.








It is our belief that systems satisfying at least these requirements will turn out to be powerful tools for the knowledge-transfer process. One system GENTLE (GEneral Networked Training and Learning Environment) based on the above premises is currently under implementation using Hyperwave (see [2] or http:/www.iicm.edu/gentle.htm or http://wbt.iicm.edu/courses).
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