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Abstract: The continued growth of information on the WWW, in databases and digital libraries is making plagiarism by copying, possibly followed by some modification, more and more tempting. Educational institutions are starting to fight this by a bundle of measures: (a) by making students more aware of plagiarism, (b) by enforcing a code of ethics whose violation can lead to drastic measures including the expulsion from universities and (c) by using software that detects suspected plagiarism in the majority of cases. In this paper we show that plagiarism detection applies to much more than just student work: it is relevant in many other situations, including rather unexpected ones. We the briefly describe the two main approaches to plagiarism detection. We cover the main approach, the one based on ‘fingerprints’, in some detail and compare the two leading commercial packages with a tool developed by us based on the Google API. We also argue that all plagiarism detection tools at this point in time suffer from three major shortcomings whose elimination is possible on principle, but will require a major effort by a number of big players.
[Note: Submitted as Full Paper. If accepted, the paper will be extended by some 2-3 pages, allowing to explain some details which are now just explained by pointing to the literature.]
1. Introduction

Plagiarism is the use of material, be it verbatim, be it with small changes, or be it the use of a novel idea as such without proper and full disclosure of the source. Based on the fact that many instances that are properly considered plagiarism occur unintentionally by e.g. sloppy referencing, many universities offer now courses to alert student and staff to plagiarism. A short tutorial on this is e.g. (Indiana-Tutorial 2006), a solid survey of plagiarism is the paper (Maurer, Kappe, Zaka 2006).
Note that plagiarism is overtly supported by hundreds (!) of “paper mills”, see e.g. (Wikipedia 2006) or (Paper Mills 2006) that offer both “off the rack” reports or will prepare any kind of document on demand. Plagiarism in academic institutions is not a trivial matter any more: A survey conducted by the Center of Academic Integrity’s Assessment project reveals that 40% of students admitted to occasionally engaging in plagiarism in 2005, compared to just 10% in 1999 (Integrity 2006). However, plagiarism is by now means restricted to students in academia: it crops up in many other connections as we will discuss in the next section.

2. Why plagiarism detection is important

In academia plagiarism detection is most often used to find students that are cheating. It is curious to note that as better and better plagiarism detection software is used, and the use is known to students, students may stop plagiarizing since they know they will be found out; or else, they will try to modify their work to an extent that the plagiarism detection software their university or school is using fails to classify their product as plagiarized. Note that there are already anti-anti plagiarism detection tools available that help students who want to cheat: students can submit a paper and get a changed version in return (typically many words replaced by synonyms), the changed version fooling most plagiarism detection tools.
However, plagiarism is not restricted to students. Staff may publish papers partially plagiarized in their attempt to become famous or at least beat the “publish or perish” rule. There are cases known where tenured staff has been dismissed because some important contributions of the staff member has been found to be plagiarized. Sadly, some scientists will go to any length (falsifying data obtained from experiments, plagiarizing, or claiming an achievement they have no right to claim) to preserve or promote their status. If this is any consolation, such attempts are not a new phenomenon that has started because of the internet, but those attempts just continue the large number of proven or suspected cases of cheating by scientists and discoverers. To mention one typical and mysterious case, it will be now soon 100 years that the “North Pole” has been discovered. However, it is still not clear whether Frederick Cook reached the pole one year before Robert Peary did, as was initially assumed, or whether Cook was a cheat: after all his companion in the first winter-ascent of Mt. McKinley did claim after Peary’s return that he and Cook never made it to the top of Mt. McKinley. Unfortunately we do not know whether this sudden change of opinion is due to feelings of guilt or a bribe by Peary.
It is interesting to note that sometimes persons accused of plagiarism by actually showing to them that they have copied large pieces of text more or less verbatim sometimes refuse to admit cheating. A tool called Cloze helps in such cases: it erases every fifth word in the document at issue, and the person under suspicion has to fill in the missing words. It has been proven through hundreds of experiments that a person that has written the document will fill in words more than 80% correctly, while persons who have not written the text will not manage more than some 50% correct fill-ins at most!

No plagiarism detection tool actually proves that a document has been copied from some other source(s), but is only giving a hint that some paper contains textual segments also available in other papers. The first author of this paper submitted one of his papers that had been published in a reputable journal to a plagiarism detection tool. This tool reported 71% plagiarism! The explanation was that parts of the paper had been copied by two universities using OCR software on their servers! This shows two things: first, the tools for plagiarism detection can be used also to find out whether persons have copied illegally from ones own documents and second, it can help to reveal copyright violations as it did in this case: the journal had given no permission to copy the paper!
This raises indeed an important issue: plagiarism detection tools may be used for a somewhat different purpose than intended like the discovery of copyright violation. In examining studies ordered by a government organisation for a considerable amount of money each we found that two of the studies were verbatim copies (with just title, authors and abstract changed) of studies that had been conducted elsewhere. When we reported this to the organisation involved the organisation was NOT worried about the plagiarism aspect (“we got what we wanted, we do not care how this was compiled”) but was concerned when we pointed out that they might be sued for copyright violation!

It is for similar reasons why some journals or conferences are now running a check on papers submitted in a routine fashion: it is not so much that they are worried about plagiarism as such, but (i) about too much self-plagiarism (who wants to publish a paper in a good journal that has appeared with minor modifications already elsewhere?) and (ii) about copyright violation. Observe in passing that copyright statements that are usually required for submissions of papers to prestigious journals ask that the submitter is entitled to submit the paper (has copyright clearance), but they usually do not ask that the paper was actually authored by the person submitting it. This subtle difference means that someone who wants to publish a good paper may actually turn to a paper mill and order one including transfer of copyrights!
When checking for plagiarism the situation becomes particularly complex when the product published is part of some serious teamwork. It is common in some areas (like in medicine) that the list of authors of papers is endlessly long, since all persons that have marginally contributed are quoted. This is handled in different ways depending on the discipline: in computer science it is quite common that when a team of three or more work on a project, one of the researcher, or a subgroup makes use of ideas and formulations developed by the team without more than a general acknowledgement. This is done since it is often impossible to ascertain which member of the team really came up with a specific idea or formulation first.

Overall, when plagiarism detection software reports that 15% or more of some paper has been found in one or a number of sources it is necessary to manually check whether this kind of usage of material from other sources does indeed constitute plagiarism (or copyright violation) or not. No summary report of whatever tool employed can be used as proof of plagiarism without careful case by case check!
Keeping this in mind we now turn to how plagiarism detection works. In the light of what we have explained “plagiarism warning tools” might be a more exact term for what is now always called “plagiarism detection tools”.

3. How plagiarism detection software works

Let us start out by discussion two interesting approaches that are outside the mainstream.
A number of researchers believe in so-called stylometry or intrinsic plagiarism detection. The idea is to check a document for changes in style (that might indicate that parts are copied from other sources) or to compare the style of the document at hand with the style used by the same author(s) in other papers. This requires of course a reliable quantification of linguistic features to determine inconsistencies in a document. Following (Eissen, Stein 2006), “Most stylometric features fall in one of the following five categories: (i) text statistics, which operate at the character level, (ii) syntactic features, which measure writing style at the sentence-level, (iii) part-of-speech features to quantify the use of word classes, (iv) closed-class word sets to count special words, and (v) structural features, which reflect text organization.” We believe that further advances in linguistic analysis may well result in a tool whose effectiveness is comparable to the major approach use today, document comparison, an approach described a bit later.
The second little used, yet powerful approach, is to manually pick a segment of the document at issue (typically, 1-2 lines) that seems to be typical for the paper, and just submit it to a search engine. It has been described in detail in (Maurer, Kappe, Zaka 2006) that picking a segment like “Let us call them eAssistants. They will be not much bigger than a credit card, with a fast processor, gigabytes of internal memory, a combination of mobile-phone, computer, camera” from a paper is likely to work well, since eAssistant is not such a common term. Indeed used as input into a Google query (just try it!) finds the paper from where this was copied immediately! Thus, using a few “characteristic pieces” of text with a common search engine is not a bad way to detect plagiarism if one is dealing with just a small number of documents. If a large number of documents have to be checked, the most common method is to compare, using appropriate tools, the document at issue with millions or even billions (!) of other documents. Doing this as will be described in the next paragraph gives an estimate of how much of a document appears in a very similar form in others. If the total percentage is low (typically, below 15%) the idea of plagiarism can usually be dismissed: the list of references in a paper alone will often be the reason why such systems will report a number of 1% occurrences in other papers. If the total percentage is higher than 15- 20% a careful check has to be made to determine if a case of plagiarism has been dedected, or if just self-plagiarism, or using a piece of text created by a team, etc. has been found. All plagiarism detection tools that work with the paradigm of comparing a source document with a large number of documents on the Web or in databases employ the same basic approach:

The source document is split into small segments, called fingerprints. For each segment a search is performed using some search engine in a very large body of documents. Each segment will usually return a very small number (if any) of documents where something very similar to the fingerprint is found. This “very similar” is determined using the usual “distance approach in high dimensional vector space based on words used” (see (Maurer, Kappe, Zaka 2006) for details). Documents found that fit well (in some cases only the best fit or nothing) is retained for each fingerprint. Then the information of all fingerprints is collated, resulting in a list of documents with a certain individual (and if added up total) estimated percentage of similarity. The user is provided with a simple graphical interface which will show which parts of the source document occur elsewhere.

Most of the current free or commercially available plagiarism detection tools work on this basic principle. They differ in the choice of fingerprints (some allowing the user to try various sizes of fingerprints), the choice of search engine, the exact way how similarities found are used, how the results are combined into a total estimate, and finally what databases are accessed.

Probably the leading contenders in the market right now are Turnitin® any Mydropbox®. Turnitin® (Turnitin® 2006) claims to use 4.5 billion pages from the internet, 10 million documents that have been tested previously and the ProQuest® database. In passing let it be mentioned  that the fact that documents previously examined are added to the Turnitin® internal collection has proved contentious to the extent that Turnitin® now allows users to prevent their document(s) to be added to the internal Turnitin® database. Mydropbox® (Mydropbox® 2006) claims to search 8 billion internet documents, ProQuest®, FindArticles® and LookSmart® databases and some 300.000 documents generated by paper mills. The document space searched is being enlarged in both cases all the time. It is worthwhile to note that both Turnitin® and Mydropbox® use their own proprietary search engine. We will see in Section 4 why!
4. Comparison of plagiarism detection software

We decided to test various plagiarism detection tools, particularly the leaders in the field, against each other. However, to obtain a better understanding we also developed our own tool which we will call “BPT” (for Benchmark Plagiarism Tool) in what follows. It is built using exactly the same paradigm as the other two tools, but uses the Google API for searching instead of other search engines.
We have tested Turnitin®, Mydropbox® and BPT and other tools with various sets of documents. However, to keep things simple we will just report on the findings for Turnitin®, Mydropbox® and BPT using two very dissimilar sets of documents.

The first set of documents consisted of 90 term papers in the last undergraduate year at our university. The results for the first 40 of those paper is shown in Figure below, the result for the other 50 papers is very similar.

The total percentages of overlap of each student essay with documents on the Web are shown in the figure, the bars showing the result of Mydropbox®, Turnitin® and BPT, respectively. Note that papers 13, 19, 21, 22, 30, 31, 36 and 38 show around 20% or more for each of the tools. It seems surprising that our home-baked solution BPT is doing so well, is actually also identifying 8, 9, 27, 28, 29, 39 and 40 close or above the 20% threshold!
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Figure 1: Comparison with student papers

We will explain this surprising result after discussing Figure 2. It shows the analogous comparison for 40 documents, this time taken from documents in journals that are not available free of charge, and in none of the databases searched by Turnitin® and Mydropbox®.
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  Figure 2: Comparison of papers not accessible on the Web without charge
Since those documents are actually available verbatim on the web, all tools should show 100% plagiarism! 
Figure 2: Comparison of papers not accessible on the Web without charge
Since those documents are actually available verbatim on the web, all tools should show 100% plagiarism! However, as can be seen from the diagram both Turnitin® and Mydropbox® do not recognize more than 15 of the papers as plagiarized. However, BPT shows all documents high above the threshold! Thus, BPT is the most successful tool. As designers of BPT we might be happy with the result. Yet we are not. We are not doing anything better than Turnitin® or Mydropbox®, but we are using Google rather than a home-grown search engine. And Google is evidently indexing many more Web sites than the other search tools are using, including small sites where authors who have published their paper in a journal keep their own copy on their own server: free, and hence detectable by Google.

This leads to the obvious question: why is not everyone using Google. The simple but unpleasant answer to this question is: Google does not allow this (!). Not well-known to the general public, Google only allows 1000 queries per day per user. Fine for the typical user, by far insufficient for a powerful plagiarism tool that sends some 200 queries to the search engine for a 10 page paper. For this reason BPT is NOT a viable service: we can only process some 10 papers per day using two different persons. BPT or similar efforts would only be viable if Google were willing to offer a commercial license. However, we have been unable to get such a license from Google, and we are apparently not the first ones to try in vain. This shows a dark side of Google: Google is keeping its strength in searching as a monopoly, thus allowing Google at some point if it so wishes to offer a plagiarism detection service that would threaten all other services immediately. 

It seems to us that Google is ill advised to play this game. It should make profit by charging for the millions of searches required for plagiarism detection but not by threatening to ruin the existence of such services whenever it wants. Overall, the dominance of Google in the field of searching and in others could become a major threat to various IT developments.
5. Shortcomings of plagiarism detection software

Summarizing what we have seen in Chapter 5, commercially available services for plagiarism detection are doing quite well, but in the light of the “Google experience” described they have to do all they can to continue to extend their databases.

Even if this is done, there are three major obstacles to plagiarism detection that remain: First, all tools are not stable against synonyms: if someone copies a paper and systematically changes words by using synonyms or such, all plagiarism tools we are aware of will fail. Second, all tools are not stable against translation: if someone translates a copy of an e.g. Italian paper into English, no tool will ever detect the translated version as plagiarized. Finally, since many databases and online digital libraries cannot be used free of charge papers resting only in such repositories (or available only in printed form) can often not be used for plagiarism detection.

To solve those three problems together would require to reduce each document in a data base and of the document to be examined to what we want to call a “normalized English version”. We refer to (Maurer, Kappe, Zaka 2006) once more for a bit more detail but the gist of the idea is this: a document in an arbitrary natural language (Italian, German,…) is reduced by removing all common words, normalizing all words to their main form (infinitive, first case singular,…) and replacing each word by one designated representative of ‘its’ synonym class. The resulting more or less meaningless string of words is translated word by word into English, again using one designated representative in each synonym class. Since documents reduced this way can only be used for plagiarism detection there is a chance that publishers and owners of databases may be willing to make available their documents in this form for no or limited cost. If this were the case it is clear that a superb plagiarism detection tool could be produced. 

6. Outlook

As we have shown, plagiarism detection as it is possible today with commercial tools does by no means guarantee plagiarism detection. Many cases will go undetected because of synonyms, papers that have been translated, and material that is not available to plagiarism detection tools. We have explained that some of this can potentially remedied, if attempts on a large scale are made. Even so, serious problem areas remain. We have only dealt in this paper with plagiarism detection in textual material. The tools mentioned break down if tables, graphs, formulae, program segments etc. are also to be dealt with. First attempts to fight plagiarism in programs can be found in the literature, and some tools that are currently under development for optical recognition of mathematical and chemical formulae may eventually help to extend current techniques. It is clear, however, that a thorny road lies ahead of us if we want to have plagiarism detection tools that work universally!
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